
  

 

Abstract— Register file is one of the vital and energy 

consuming parts inside microprocessor. Many studies show 

that it is one of the hot spots on the chip. It is also observed by 

many researchers that many of the produced values in a 

processor are narrow. By using the narrow values, register files 

can store fewer bits and may be designed to need less static and 

dynamic energy. In this paper we propose a register file design 

that stores data in narrow value groups and values are written 

to those groups according to their widths. Size of narrow value 

groups can be set dynamically according to the behavior of the 

program while having the same performance. We show that the 

register file which has dynamically changing narrow value 

groups offers static and dynamic energy savings in the register 

file up to 65% with negligible performance loss. 

I. INTRODUCTION 

Superscalar microprocessors use aggressive techniques 

like out-of-order execution and dynamic scheduling in order 

to achieve higher performance. The number of instructions 

that can be inside the processor at a given time is also 

increased to exploit instruction level parallelism as much as 

possible. As the processors try to execute large number of 

instructions in a small time period, larger hardware resources 

are required to satisfy storage needs. 

Register file is one of the major sources of power 

dissipation in superscalar pipelines [1]. The amount of the 

consumed energy of the register file inside the CPU ranges 

from 10% to 16% [31][32] which makes it a spotlight for 

many researchers. In processors that employ register 

renaming, a physical register file is used to remove false data 

dependencies. The size of this physical register file is kept as 

large as possible to allow more instructions to go through 

pipeline without being blocked because of the lack of an 

available physical register. Also recently the datapath widths 

are increased to 64 bits which also increases the width of the 

registers causing them to dissipate more energy during 

reading and writing operations. Although the register file is 

built to satisfy the resource needs of the instructions when 

the activity is at its peak level, usually the program has some 

phases during which the resources are not used to their full 

extent. For the register file, this underutilization can be in 

terms of the number of registers [2] or the number of bits 

inside a register [3]. 

In this paper, we exploit two observations to reduce the 

energy dissipation of the register file: (1) many of the 

registers are idle during some phases of the programs (2) 

many of the stored values are narrow in the sense that they 

can be represented with fewer bits than that is provided by 

the storage space. In order to achieve energy efficiency, we 

propose static and dynamic partitioning of the register file 

according to different value-width groups. In our baseline 

scheme we statically divide the register file into three 

different width groups (16, 34 and 64 bits); in fact this is 

similar to having a banked register file structure 

[4][5][6][7][8] with some narrow banks [18]. As a second 

scheme, we propose a single register file structure which can 

be logically divided into three groups to support different 

value widths. In this second scheme, we power-gate the 

upper order bits of the region that holds narrow register 

values where the decision of switching the registers on/off is 

based on the register usage statistics dynamically. Our 

results show that, even with static partitioning of the register 

file it is possible to achieve more than 50% dynamic energy 

reduction. Our schemes also reduce the static energy 

dissipation of the register file. 

II. MOTIVATION AND RELATED WORK 

It is previously observed by many researchers that many 

of produced and consumed values inside a processor 

contains a lot of unneeded consecutive sign bits on their 

upper portion [9][10][11][12]. The narrowness of the values 

were exploited to improve performance [9][11][13], for 

energy efficiency [10][14] and to improve the reliability of 

the processors [15][16]. The encoding of bytes that contain 

all zeros is also another form of using narrow values for 

energy efficiency [17]. Furthermore, register file partitioning 

as banked register files was designed in previous works 

[18][19]. Banked register file design is based on fixed 

narrowness of the values and fixed amount of registers. In 

our design, while the amount of registers remain the same, it 

is possible to achieve higher energy efficiency because of 

the fact that our dynamic decision scheme does not keep 

registers powered more than they are needed. Other previous 

register file designs other than using narrow values, aim to 

gain from area, power and performance, are hierarchical 

[20][21][22], clustered [23][24] and virtual [25][26] register 

files. Again based on the content of the register, narrow 

values are used to pack multiple values into one register or 

reusing the registers [3][27][28][29][30].  

Although the dynamic resizing [2] and the multi banking 

[18][33] of the register file are previously proposed an on-

demand register width determination approach was never 
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implemented. This paper aims at reducing the performance 

degradation caused by a static partitioning scheme while 

trying to achieve the energy efficiency offered by a perfect 

static partitioning scheme through dynamic decisions and 

power-gating. To the best of our knowledge, this is the first 

work that employs in-register dynamic partitioning to avoid 

performance degradation while achieving energy efficiency. 

 
Fig. 1 shows the value widths across all SPEC CPU2000 

benchmarks. As the graph reveals, it is possible to cover 

more than 90% of the values by using a storage space of 34 

bits for most of the benchmarks. According to the 

narrowness of the values in Fig. 1, if we divide the values 

into three groups of 16-bit, 34-bit and 64-bits, a large 

percentage of the values can be covered by the narrower 

partitions. The goal here is to cover as many of the values as 

possible inside the narrowest partition, since the narrowest 

values offer the most energy saving opportunities. After 

dividing the values into three groups we observed how the 

produced values fall into these categories in different 

program phases. For this purpose we divided each 

benchmark into 10 million cycle chunks and obtained the 

statistics separately for each chunk. Fig. 2 shows the changes 

in the rates of occurrence for each value width group. The 

results show that the narrowness of the values inside the 

program changes as the program progresses. At some points 

in the program 16-bit percentage is higher than the other 

simulated chunks. This observation shows that it may be 

possible to save more energy or reduce the performance 

impact of any scheme that makes use of narrow values by 

dynamically arranging the size of the narrow partitions. 

 Since the value width that will be created by an 

instruction cannot be known at the time of register 

allocation, value widths have to be predicted. Luckily, value 

widths are highly predictable and complex predictors are not 

required. This was also observed previously by other 

researchers who showed that even a last value predictor can 

achieve more than 80% accuracy [3][34][13]. Since accurate 

prediction is not the main objective, for simulation purposes, 

we introduced some bits for the instruction cache to hold 

only the last value generated by the instruction. These bits 

are resulted very small 2KB cache holding the narrowness of 

the last produced value of the instruction. The cache is 

placed near register file, I-cache and register file accesses 

also goes to this cache to get/set the narrow value group of 

the instruction. As we simulated this cache with Cacti HP 

[35] its power usage is negligible. 

 

 
In width prediction there are three prediction cases 

possible: correct, underprediction and overprediction. 

Overprediction usually does not cause a problem other than 

a lost opportunity for energy saving while underprediction is 

a problem that needs addressing. When a value is 

underpredicted, it means that the width of the value 

produced at the writeback stage is more than the space that is 

allocated to it. In this case a reallocation is unavoidable. 

Therefore in width prediction, underprediction cases need to 

be so small that these cases can be solved through 

uncomplicated procedures such as a flushing operation that 

is done on a branch misprediction. Fig. 3 shows the 

prediction accuracy statistics for SPEC CPU2000 

benchmarks. As the results reveal, correct and 

overprediction cases amount to more than 95% of the cases 

which is vital for a scheme that will be heavily dependent on 

the success of the width predictor. 

III. PARTITIONED REGISTER FILE 

In a superscalar microprocessor that employs register 

renaming, a new physical register is assigned to each result-

producing instruction at the rename stage. If there are no 

available physical registers, the pipeline stalls until a register 

 
Fig. 3.  Width prediction accuracy. 
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Fig. 2.  Value width phases for bzip2 benchmark. 
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Fig. 1.  Value width distribution for SPEC CPU2000 benchmarks. 
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is free. In this work we propose a register file structure that 

is capable of holding values that belong to different value 

width groups. As it is in the baseline case, a register has to 

be allocated to an instruction but the result produced by the 

instruction has to be predicted beforehand in order to 

allocate a suitable register. 

 

A. Static Register File Partitioning 

In order to use the narrowness of the values for energy 

efficiency the register file can be divided into different value 

width groups. We decided to have three groups as a design 

choice to show the effectiveness of the proposed scheme. 

Although it is possible to have more value width groups, it 

should be noted that the complexity of the proposed schemes 

increase with the increasing number of value width groups.  

Static register file partitioning was also previously 

investigated by Nalluri et al. in [33] which aim to reduce 

energy dissipation by using small banks depending on the 

register file access profile of application. This approach was 

extended by employing the narrow values by Wang et al. in 

[18]. Similar to Wangs’s scheme, in our design the register 

file is divided into three groups that are 16-bit, 34-bit and 

64-bit wide. Rather than having different banks, we 

implemented the register file where some of the upper order 

bits are removed from the layout and the register is only 

given a limited number of bitcells. After the instructions are 

brought from the instruction cache, they are decoded and 

they arrive at the rename stage. Once an instruction arrives 

at the rename stage a physical register is assigned from a 

suitable register group according to the result that is 

produced by the width predictor. It is possible that there are 

no physical registers available inside the register group 

indicated by the predictor. When such a case occurs, the 

register allocator can allocate a register from the wider width 

group at the expense of some energy efficiency. However, as 

allocating a wider register is against the purpose of saving 

energy, the designer may also stall the pipeline and trade 

some performance loss for energy efficiency. 

After an instruction allocates a register, it proceeds to the 

issue queue of the processor and is issued to an available 

function unit. After execution the result’s width is calculated 

and is checked against the prediction. If there is a 

misprediction (in terms of an underprediction) there are 

some design choices on how to proceed: the processor may 

flush after fixing the width predictor and brings in the same 

instruction for a second time or the processor may try to 

reallocate the register and checks for an available register. 

For the latter case, it should be noted that reallocating a new 

register is a costly process as all of the consumers need to be 

updated with the new register id. In our design the first step 

for underprediction recovery is to find a new register at the 

same narrow value group, if the group is out of registers than 

the bigger group is searched for a new register. If a register 

is found, the new register tag is broadcasted to the issue 

queue for dependent instructions. Broadcast is done by using 

the unused ports of the issue queue by that time. Finally if 

there is no available register then processor flushes the 

instructions for the misprediction which is the case that is 

seen only for the 0.003% of the recovery situations on 

average. The state machine that shows the new control 

structure is summarized in Fig. 4. 

 
In static register file partitioning, dynamic and static 

energy dissipation is reduced since the upper order bits of 

the narrow registers are completely removed. As the number 

of registers is fixed in this case and there is no way to fit a 

wide value into a narrow one, it is unavoidable to have a 

performance impact. As shown in Fig. 2, the program phases 

show different rates of value widths at different time 

intervals. Consequently, there will be a time period when 

there are more 64-bit registers required than it can be 

provided by the processor. On the other hand, if the number 

of 16-bit registers required by the program exceeds that is 

available on the processor, energy saving opportunities are 

lost. In order to reduce the performance degradation and 

energy inefficiency caused by this phenomenon, we propose 

to adjust the number of registers in each value width group 

dynamically. 

B. Dynamic Register File Partitioning 

Dynamic register file partitioning is accomplished by 

allowing different parts of the register file to be shut down 

when it is necessary. The register file as a whole is designed 

in three separate columns where it is possible to power-gate 

some of the lines if more narrow registers are needed. Also 

as wide registers are needed by the program phase; it is 

possible to power some of the registers to increase the 

number of wide registers. 

A register file is an array of SRAM bitcells where the 

rows of the array share the same word select, power and 

ground lines. Likewise all the bitcells in the same column 

share the same bit lines. In order to save area and avoid 

running unnecessary lines through the register file, two rows 

of these SRAM arrays share the same power line. For this 

purpose one row is drawn upside-down on the layout so that 

two rows can be connected to the same power line. 

Therefore when the upper order registers are powered up or 

down, the operation has to be done on both registers at once. 

In dynamic register file partitioning, it is important to 

decide on the interval where the resizing of the width blocks 

 
Fig. 4.  State diagram of a processor pipeline with the static partitioning 

scheme. 



  

will be done. As turning the SRAM blocks on/off can be 

costly in performance, keeping the period too small may 

degrade performance. Also, if the period is too large, it is 

difficult to sample meaningful information from the interval 

and adapt to the program phase. We experimented with the 

time intervals and chose 1024 cycle time intervals to make a 

resizing decision.  

It is important to decide on what kind of heuristics to 

apply when the decision time comes. If in a time interval 16-

bit blocks are more frequent it makes sense to increase the 

number of 16-bit blocks to achieve more energy reduction. If 

the 64-bit blocks were more frequent in the previous block 

and there was performance loss, it makes sense to turn the 

power of some registers to increase the number of full-width 

registers so that the performance degradation is avoided. 

At the time of register allocation, if an instruction fails to 

find an available register that is suitable to its value width 

prediction, it means that the partitioning in the register file is 

not correct. In this case, while the instruction proceeds to 

allocate a register from a wider portion, it increases the 

corresponding counter of the requested block. Once the time 

interval is finished the counters are normalized against the 

size of the corresponding block. This is done because of the 

difference between a partition that has only one entry and 

misses 200 instructions and a partition that has 100 entries 

and misses 200 instructions. In this example the former 

needs registers more than the latter. Our dynamic 

partitioning heuristics is shown in Fig. 5. When comparing 

the ratios of blocks against each other it should be kept in 

mind that the two rates can be equal or one of them can be 

zero which may result in a divide by zero error. This state 

diagram is also updated (by adding a small value that won’t 

alter the result to the counters) in order to solve this 

problem. 

 
When the normalized access rates of two partitions are the 

same, the partitions will be divided into two parts. In this 

case the widest partition may lose a lot of registers which 

may create a performance drop in the future. In order to 

avoid this we introduced a limit of 10 registers and do not 

allow the widest partition to drop under this limit. 

In our implementation, we did not change the size of all 

blocks at each interval. Instead we decided the change 

between 1st and 2nd blocks in one interval and 2nd and 3rd 

blocks in the other interval. In each relocation, one couple of 

rows is transferred to the other block and the bits are 

powered on and off as needed. Once the decision is made, 

there can be some valid values just in between the register 

blocks. If there is a valid value in a block that is to be turned 

off, this value has to be transferred to another location. This 

transfer process starts at the register renaming stage by 

reserving a register for the data that will be moved. Once the 

data is moved the register is transferred to the narrower 

block. 

In our design two register file lines can be power gated 

together since it is the most suitable way of power gating 

due to area and timing constraints. Power gating is applied 

by placing sleep transistors between VDD and pMOS 

network or between VSS and nMOS network. There are two 

major bottlenecks for power gating. One of them is the area 

overhead, which a coarse grain implementation can 

overcome by having small number of relatively big sized 

sleep transistors to drive very long power lines. Second 

bottleneck of power gating is the wake up delay, which a 

fine-grain implementation can solve by having sleep 

transistors to drive small blocks of circuits.  

 
In our implementation, every double lines of register file 

can be completely put to sleep state. As shown in Fig. 6 

sleep transistor cuts off the power of the 30 bit cells in one 

row. However one VDD line is shared by two rows according 

to the silicon area constraint. Hence one sleep transistor 

drives 60 bit cells. Area overhead of the dynamic partitioned 

register file is negligible when compared to the original 

register file since a coarse grain approach is achieved by 

using small sized sleep transistors. The wake up delay for 

shut off rows is one cycle. Sleep transistor which drives the 

60 bit cells are signaled to wake up at 300ps, bit cell power 

line reaches the steady state nearly at 650ps. When a 2 GHz 

clock frequency is considered, this 350ps delay corresponds 

to a one cycle wake up penalty. 

IV. SIMULATION METHODOLOGY 

In order to observe the effects of proposed schemes on the 

processor performance and energy dissipation we used the 

PTLsim simulator [36] which is capable of executing 64-bit 

x86 instructions. All of the proposed hardware schemes are 

implemented inside PTLsim and 23 benchmarks from the 

SPEC CPU2000 benchmark suite are simulated to get an 

 
Fig. 6.  Sleep transistors used for power gating. 

 
Fig. 5.  Dynamic register file partitioning heuristics. 



  

idea on realistic workloads. All of the benchmarks were run 

for 1 billion committed instructions with the configuration 

parameters for our simulations are given in Table 1. 

 
Simulation results were combined with the data obtained 

from full custom layouts of the highly optimized register file 

designs which were implemented using the Cadence design 

tools [37]. Energy dissipations were measured from circuit 

level simulations of actual full custom CMOS layouts of the 

processor components and were combined with the statistics 

gleaned from microarchitectural simulations. A 90nm 

CMOS (UMC) technology with a VDD of 1 Volt was used in 

order to measure the energy dissipations at 80
o
C. 

V. RESULTS AND DISCUSSIONS 

A. Static Register File Partitioning 

In order to compare the dynamic partitioning against static 

partitioning we set up some test cases for static partitioning. 

The five combinations we experimented with are shown in 

Table 2.  

 

 
Fig. 7 shows the performance loss and energy dissipation 

savings when the static partitioning is employed on average 

across all SPEC CPU2000 benchmarks. As shown in the 

figure, static partitioning results in a performance 

degradation of more than 5.5% on average for all 

combinations while for combination 2 the best static and 

dynamic energy dissipation reduction is achieved with 

almost 60% reduction for both. 

B. Dynamic Register File Partitioning  

Fig. 8 shows the energy savings achieved by our dynamic 

partitioning scheme for SPEC CPU2000 benchmarks. As the 

figure reveals, it is possible to achieve more than 50% 

reduction in static and dynamic energy dissipation. The 

performance change caused by the static and dynamic 

partitioning schemes is shown in Fig. 9. The light colored 

bar uses the y-axis on the right and shows the performance 

degradation for the dynamic partitioning scheme while the 

dark colored by shows the performance degradation for the 

static partitioning scheme and uses the y-axis on the left. 

Note that the two y-axes have different scales and the 

performance degradation of static partitioning is higher than 

the static partitioning scheme by orders of magnitude for 

some benchmarks. While some benchmarks show some 

small performance gain, on the average dynamic partitioning 

results in very small performance degradation. The graph is 

in line with the intuition that dynamic will outperform the 

static partitioning scheme for all benchmarks except for eon, 

twolf, lucas and equake that show some small benefit for the 

static partitioning scheme. 

 

 
Fig. 9.  Performance of static and dynamic register file partitioning. 
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Fig. 8.  Dynamic partitioning energy savings. 
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Fig. 7.  Static partitioning results. 
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Table 2.  Static Partitioning Combinations. 

 Block 1 Block 2 Block 3 

Comb. # Rows # Bits # Rows # Bits # Rows # Bits 

1 85 56 85 60 86 64 

2 85 16 85 34 86 64 

3 85 10 85 32 86 64 

4 50 16 65 32 141 64 

5 56 16 76 32 124 64 

 

Table 1.  Simulation Parameters. 

Parameter  Configuration 

Machine width  4-wide fetch, 4-wide issue, 4-wide commit 

Window size  32 entry issue queue, 80 entry load/store queue, 

128 entry ROB, 256 integer physical registers 

Function Units 
and Latency  

Integer ALU (6/1), load/store unit (2/2), integer 
multiply (2/4), integer division (1/32), floating-

point addition (2/6), floating-point multiplication 

(2/6), floating-point division (2/6). 

L1 I-Cache  32 KB, 4-way set-associative, 64 byte line, 1 

cycle hit time 

L1 D-Cache  16 KB, 4–way set–associative, 64  byte line, 2 

cycle hit time 

L2 Unified Cache  256 KB , 16–way set–associative, 64 byte line, 6 

cycles hit time 

L3 Unified Cache 4 MB , 32–way set–associative, 64 byte line, 14 

cycles hit time 

BTB  1024 entry, 4–way set–associative 

Branch Predictor  64K entry bimodal and two level Combined 

Memory  140 cycle delay 

 



  

VI. CONCLUSION 

In this paper, we describe a new energy efficient 

partitioning scheme for physical register file of out of order 

processors. Our scheme is designed for efficient energy and 

efficient area usage by exploiting narrow width values. 

Narrow values are predicted for partitioning of the register 

file and the values are written after the prediction to the right 

or a free place according to the status of register file. We 

simulated 2 different register file partitioning techniques as 

static and dynamic partitioning. With static partitioning 

scheme it is possible to achieve 55% reduction in energy 

dissipation and 50% reduction in register file area with an 

average 5% IPC loss. We also showed that with a dynamic 

partitioning scheme it is possible to reduce the energy 

dissipation by 60% with negligible IPC reduction and 

virtually no change in the register file area. 
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