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files. Parity is used for register files in Intel’s 90-nm Itanium
processors but 1 extra cycle is needed to calculate parity [6].
In this paper, we propose a circuit level alteration to the
register file to hold redundant copies of the register values
and check the original value and redundant copy using the
built-in comparators we introduce to each line and detect a
possible mismatch caused by a transient fault. This way the
total AVF of the register file can be reduced to zero with an
area overhead of 34% and the impact on the power
dissipated by the fully protected register file is as low as
7.9% including the additional power dissipated during the
checkpoint and comparison operations, according to low
level circuit simulations and microarchitectural simulators
using SPEC CPU2000 benchmarks. Due to the fact that
some register values contribute more to the overall
vulnerability, the number of protected registers can be a
design parameter to be chosen accordingly in order to reduce
both area and power overheads of the proposed design. By
allocating these limited protected registers with built-in
comparison capability, overall vulnerability can be reduced.

Abstract—Soft errors caused by cosmic rays or alpha
particles emitted from the packaging material around the chips
are becoming an increasingly important challenge in reliable
microprocessor design. Transistor density, and die size trends
show that soft errors will gain even more importance in the
future. Due to their significant overheads, most redundancy
schemes are employed where the penalty incurred can be
hidden in the pipeline. Most contemporary processors employ a
large physical register file to hold the produced results which
may reside there for a long time. The register file is a critical
element of a microprocessor and is needed to be protected
against soft errors. In this paper we propose an SRAM bitcell
design with ability to hold a redundant copy of the data and
compare the copies with built-in comparators to detect a
possible mismatch. Our experimental results show that the
proposed design has 34% area, 7.9% power 2% delay
overheads which are further reducible and can protect the
register file against Silent Data Corruption (SDC).
Index Terms— Soft Error, Shadow Copy, 3D Die Stacking,
Fault Detection, Integrated Circuit Reliability, Built-in self-test

M

I. INTRODUCTION

any techniques are proposed to improve soft error
tolerance by employing different levels of redundancy
[1][2][3][4]. Some of these schemes make use of spatial
redundancy where the number of functional blocks is
increased for error check, while others make use of temporal
redundancy where the same block is utilized in different
time periods with the same data for error checking.
Soft error probability depends on many factors including
the working environment, the packaging material, the
workload being executed, the microarchitecture and the
underlying circuit. In order to isolate the architectural point
of view from the other parameters, Architectural
Vulnerability Factor (AVF) is defined as the probability of
the occurrence of a system level error when there is a bit flip
[5]. In [5], architecturally correct execution (ACE) bits are
defined as the bits which are vulnerable to particle strikes. A
particle hit on these ACE bits results in a visible error in the
final program outcome. AVF of a component is equal to the
percentage of ACE bits inside the corresponding component.
It is possible to reduce the AVF by holding some redundant
information. Error detecting codes (EDC) and error
correcting codes (ECC) are used to protect important
structures against the corruptive effect of soft errors. Since
this kind of protection is expensive in terms of latency,
power and area, they are preferred in on-chip caches, rather
than performance critical data holding structures like register
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II. SRAM BITCELL WITH BUILT-IN CHECKER
COMPARATORS

Introducing a second set of inverters in an SRAM Bitcell,
without any connection to bit lines was previously proposed
in [7] to hold a shadow copy of the content and possibly
reload from it. In this paper, we build upon that design and
introduce comparators for the two sets of inverters using
dynamic logic and examine the overheads associated. Being
able to have a shadow copy of the register and to compare
with the original allow us to detect faults that eventually
cause a mismatch. However recovery is only possible until
the writing instruction commits by flushing the writing
instruction and younger ones from the pipeline and restarting
fetching. But, once the instruction that produced the
corrupted register value retires from the processor, the error
is classified as a Detected Unrecoverable
V
precharge
Error (DUE) and proper action, e.g.
terminating the process, is required.
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We propose adding a second pair of
x
x
back-to-back inverters as was proposed in
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[7] and we introduce additional
transistors to create a bitwise comparator
eval
for each bitcell using dynamic logic. A
Fig. 1 Traditional
pull-down comparator using dynamic
logic is implemented as shown in Fig. 1 Pulldown Comparator
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[15]. When x0 and x1 are different, left or right path is
opened and the precharged output is pulled down when eval
is activated. If there is a match, the output stays high. After
checkpointing, the comparison should be made by first
driving the precharge line and precharging the output. Then,
preferably after the precharge transistor is turned off, eval
should be signaled to discharge the output line if any
mismatch is present in the copies being compared. The
comparison should be done before retiring the instruction
that produced the value of the register, in order to be able to
recover from a possible mismatch by flushing the pipeline
and leading to a re-execution of the instruction that produced
the now faulty value. The schema and layout of proposed
circuitry are shown in Fig. 2. The area impact of the shadow
copy was reported as 25% in [7]. Our design which causes a
30% increase in the bitcell has comparable area overhead.

remembering the last length of vulnerable lifetime of the
register written by an instruction at a particular memory
address. Our findings show that on average more than 60%
of two consecutive executions of the same instruction cause
the same vulnerability length for the register that it writes its
data to. This suggests that the decision of allocating a
protected or a regular register to an instruction upon rename
can be made depending on the previous knowledge about the
instruction being renamed. Another classification of registers
by their lifetime as short-lived values was made in [8] and
used in [9][10]. They are defined as short-lived if a
successive instruction have in the same architectural register
as its destination and is already renamed upon writeback of
that physical register. Fig. 4 shows the breakdown of
vulnerable lifetime of registers and expected lifetime of
short-lived registers, similar to Fig. 3. As the results reveal,
short-lived values have a very short vulnerable time period.

Back-to-back inverters
Vdd
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Word select lines

Bit lines
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Fig. 3 Breakdown of Vulnerability of Registers and Expected Vulnerable Lifetime

Fig. 2 Schema and layout of the bitcell design with 12 ports.

Fig. 4. Breakdown of the Vulnerable Lifetime of Registers and Expected
Vulnerable Lifetime of Short-lived Values.

III. REDUCING THE AREA OVERHEAD BY
EXPLOITING SHORT-LIVED VALUES

It is shown in Fig. 5 and Fig. 6 that even though the ratio
of short-lived register is greater, their contribution to the
overall vulnerability is small. By comparing Fig. 5 and Fig.
6, it can be seen that on average 58% of all registers are
short lived but they contribute 12% to the overall
vulnerability. Although the percentage of short lived values
seems to be correlated with their percentage in AVF, in the
extreme case of galgel, the short-lived values which are 90%
contribute as much as 25% to AVF. Short-lived
classification can be useful since it can be much less
complex than determining the length of vulnerable lifetime
and remembering that specific value for each instruction.
Also short-lived pattern can be predicted very accurately

The area overhead introduced by the shadow copies and
comparators may be reduced by partitioning the register file
and using the proposed bitcell only for some registers. It is
shown in Fig. 3 that the expected lifetime is long due to the
small percentage of registers with very long vulnerable
times. By using the partition with protected lines for
registers with very long lifetimes, a major AVF reduction
can be maintained while introducing less area overhead.
In order to use registers that are able to have their shadow
copies more efficiently, some heuristics should allocate the
protected registers to instructions that will produce the most
vulnerable results. This can be accomplished by
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(93% on average) using only a last value predictor for shortlividness information. Besides, a misprediction does not
cause a malfunction or a problem but causes inefficiency in
the use of the registers with comparison capabilities and
results in less reduction in AVF. Using the short-lived
classification, the history of instruction can be reduced and
the identification can be simplified. We used a single bit
history (short-lived or not) for each instruction in the ICache
as in [8].

design presented in [13]. Our two layered design and register
file is shown in Fig. 7 and Fig. 8

Fig. 7. SRAM bit cell design with built-in comparator in 3D die stacking. Shadow
copy and comparators are in the level above.

Fig. 5. Percentages of registers identified as short-lived.

Fig. 8. Protected register file in 3D.

It is shown in [14] that another advantage of going
vertical is the added protection from soft errors. In order to
reach the active layer of an inner-die, a high-energy particle
should pass through the die on the upper level. Due to the
relation between the energy held by a particle and the
distance it can travel, most of the particles are stopped by the
first die, leading to smaller number of particle hits on bottom
layers. The shielding effect of the top layer for the bottom
layer is shown to be up to 90%. This heterogeneity can be
exploited by placing the shadow copy on the layer with
higher particle strike probability and in case of a mismatch
signal given by a comparator, the copy on the layer with
lower soft error probability can be assumed to be error-free
before a recovery procedure is initiated. It is also thermal
friendly since most energy dissipation will occur on the layer
closer to the heat sink. The placement of the bitcell that is
connected to the read and write ports and has all the activity
close to the heat sink provides benefits in both soft error
reliability and the heat removal for the actual data.

Fig. 6. Contributions to The AVF of The Register File by Short-lived vs.
Not-short lived Registers.

IV. SIMULATION METHODOLOGY
The default architectural parameters were used for M-Sim
simulator. Simulation results were combined with the data
obtained from full custom layouts of the highly optimized
reg file designs which were implemented using the Cadence.
Energy dissipations were measured from circuit level
simulations of actual full custom CMOS layouts of the
processor components and were combined with the statistics
gleaned from microarchitectural simulations. A 90nm UMC
technology with a VDD of 1 V was used in order to measure
the energy dissipation at 80ºC.
V. REDUCING THE POWER OVERHEAD WITH 3D
DIE STACKING
The major energy overhead of the proposed design occurs
because of the area overhead which leads to longer wires
with higher capacitances. 3D die stacking is a new
technology that significantly reduces the latency, area and
power overhead of wires. Die-to-die vias offer low latency,
low power and high bandwidth interconnects between the
layers [13]. The proposed SRAM bitcells can be
implemented in 3D, similar to the Port-split 3D register file

VI. RESULTS, DISCUSSIONS AND CONCLUSION
We evaluated partitioning the register file into lines with
the proposed built-in comparators and regular lines. Our
results show that protecting only a partition of the register
file can substantially reduce the total AVF with less area
overhead. Fig. 9 shows the vulnerability reduction and the
area overhead results of the proposed scheme. The gray area
on the bottom shows the area overhead when the number of
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protected rows is increased. The x-axis shows the number of
protected registers while the axis on the right shows that area
overhead. The axis on the left shows the level of reduction in
AVF of the register file. The results show that on the
average across all specs, it is possible to reduce the AVF by
80% by protecting 68 of the 128 registers.

also used for checkpointing and comparison but the energy
dissipation of driving a word select line is almost 4% of the
total energy dissipated in a read operation.
We proposed an SRAM bitcell design with embedded soft
error detection capability in this article. By including an
extra pair of back-to-back inverters that are not accessible
through the regular read and write ports it is possible to hold
two copies of the same value inside a single register. By
embedding small comparator logic inside this bitcell Silent
Data Corruptions (SDC) can be at worst converted to
Detected Unrecoverable Errors (DUE). We show that the
proposed bitcells increase the area by 34% and have 7.9%
energy overhead with 2% increase on read delay.
In order to limit the overheads of the proposed scheme we
proposed to exploit short lived values and protect only the
register values that are not short-lived. Although this offers a
partial protection we show that it is possible to reduce AVF
significantly by protecting only a small portion of registers
by the help if short-lived value prediction.

Fig. 9. The reduction observed in the AVF of the register file with different
number of rows (x-axis) with protection and area overhead
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Fig. 10. The change in the energy dissipation of the register file for different
number of rows (x-axis) with protection.

Note that when zero registers are protected (baseline),
area overhead is zero but even if only one register is
protected, the area overhead rises to 17%. The reason for
this sudden increase is that we evaluate the area of the
register file as a rectangular block and using the protection
for a single line causes a 17% increase in the width of that
line and therefore of the register file. The cost of protecting
more registers comes at the small the alteration of the height.
If we evaluated the area of the register file as the exact area
occupied, the area overhead would be a straight line from 0
to 34%. The delay incurred on register file access is as low
as 2% for using fully protected register file. The increase in
the energy dissipation of the register file is shown in Fig. 10
where there is a linear increase with the increased number of
protected registers where the slope of increase is very
gradual. The increase is due to the 5% rise in energy
dissipated by prechargers and write drivers, which are not
used for checkpointing or comparing. There is also an 8%
increase in energy dissipation of word select lines which are
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